Read and edit the internals of a frontier
model while an engine keeps serving.

01 The Problem

Interpretability is now production practice: steering behavior, probing activations, feature- o )
level debugging, comparing checkpoints. All need one thing: programmable read/write (CImnt .
access to internal state, mid-inference, at frontier scale. with model .trace (prompt) :

h = layers[8] .output # read L8
No serving stack offers it. Every option falls short: layers[24] .output += a*h # write L24
= Serving engines transform execution for throughput: batching, sharding, fused kernels, | logits = out.save() # save )

graph capture.
* Interpretability tools assume one process, one module tree, one visible forward call. Reads the hidden state at layer 8, writes a scaled

. . . . into | 24, th th tput logits.
* Fixed intervention APIs cover static workloads only, not programmable access. copy infofayer =2, then saves fne oulput logrts

Why: does an early-layer feature steer the prediction?

. J

Model Intervention as a Service : an intervention layer over production engines, . | < edite;' 'Og_itstf
. . . . . . . . - saved activations
exposing a stable logical view of internals (activations, logits, generation steps, cross- Engine returned to client
prompt state) while the engine keeps serving, making them inspectable and read  layers9-23  write
programments omoea J{re ) (st J{ et
embed layer 8 layer 24 Im_head
i
. J

02 The Core Challenges

Take the running example: read h at layer 8, write a*h at layer 24. Preserving it while the engine keeps serving breaks in three places:

1 Scheduler-driven lifecycle 2 Partitioned values 3 Optimizations hide state

VLLM runs your request as scheduler Tensor parallel: one h, split across GPUs Continuous batching
steps, not one pass you can wrap:

reqA your req req B reqC

(batched with other requests) h=

_ _ Your tokens are a concatenated slice,
the scheduler fires phases in turn: (epuo ) (epu1) (epPu2 @ not their own tensor.
prefill o Fused kernels / CUDA graphs
forward Pipeline parallel: layers on workers
[ a captured graph ] no Python between layers:

read L8, write L24 save logits (stage 1 ) (stage 2 h not here X\ replayed on GPU the layer 8 hook never fires X
_ o " X -1\ layer 24 Prefix caching
Read and write happen inside Emmm e —————————
these steps, one at a time. - / - / : cached prefix (reused) new tokens (computed)
e L L

No GPU or worker owns the full h.
Layer 8 is skipped on the cached prefix,

There is no single pass to hook. so h isn't produced X

Each optimization changes whether
layers[8].output exists to hook.

03 Our Design: NNsight

Mediator lifecycle: hooks + engine scheduling Intervention programs (mediators) attach to inference
computes a*h caves logits  END requests; their logical reads and writes bind to vVLLM's existing
mediator — — —— — .
e execution path.
PN 7 ) LA hook fires
engine «— mediator boundary 12, read h . 5_ ' write a*h "~8_" read logits
request + m Engine-driven. Intervention code rides vLLM’s normal

. logits i _ i .
engine _wm_( Jayer 8)_ _>C jayer 2 4},@_,_ client @ scheduling and re-enters at phase boundaries: model
" execution, logits, sampling, result collection.
|

Legend

=== runs ahead 1 .
i hook f . .
-+ blocked (other thread run) O i, (7 Yy Distributed. Reconstructs tensor-parallel values for user code
'#1 register hook (points to layer . . . .
e ® ver 1 _narrow (batch) | scatter (batch) and scatters edits back to ranks. Under pipeline parallelism the
! y \ me mediator runs on every rank: layers missing on a rank
/ Physical execution @ cross-stage (PP) same mediator runs on eve y rank. ayes. >sing O a.a
(@) runs on every rank resolve to lazy stubs, and the real tensor is pulled from its
(stagﬂ h ] owning rank only when dereferenced.
layer 8
rank 0 @.,\ A
rank 1 (M Fweee. . Treel s on use E Optimized. Preserves continuous batching by translating
LY T batched buffer ; between request-level logical tokens and the engine’s flat
stage 2 - =L~ . . .
[ rean yours req B ] [,a;erM L h ] ] physical buffers. Prefix cache and CUDA graph are disabled
\ [start, count] / rlg ht NOW.
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